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Abstract

This chapter reviews the scenarios where a given message is sent from a single
source to possibly several destinations. These scenarios can be subdivided into
multicasting, geocasting, multiratecasting, and anycasting. In multicasting, a
given message must be routed from one node to a number of destinations whose
locations may be arbitrary and spread over the network. Geocasting destina-
tions are all nodes located in a given geographical area. Multiratecasting is a
generalization of multicasting, where regular messages are sent from a source to
several destinations, possibly at a different rate for each destination. Finally, in
an anycasting scenario, a source must send a message to any node among a given
set of destinations, preferably only one. Each of these scenarios corresponds to
a typical use case in sensor and actuator networks.

5.1 Multicasting

In a multicasting task, the same message is routed from one single source node
to a fixed number of destinations whose locations are potentially scattered in the
network. In the context of sensor and actuator networks, this routing scheme is
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Figure 5.1: Multicasting from a sensor S to actuators A1, A2, A3

usually applied by sensors to report their data to several actuators (as illustrated
on Figure 5.1).

More formally, given a graph G = (V,E), a source s ∈ V and a set of
destinations D ⊆ V , the multicast problem consists in finding a set of relay
nodes R ⊂ V such that s ∪ F ∪ R is connected in G. The main idea behind
multicast is to try to reduce R as much as possible (share a maximum of the links
to send as few duplicate packets as possible). In most of the algorithms, this
path sharing consists in building an overlay tree whose root is the source and
leaves are destinations (destinations may also act as relay nodes, though). This
is however not always the case, some algorithms rather build a mesh overlay
which better tolerate the failure of links, thanks to redundancy. Also, when
the positions of destinations are known beforehands, the multicast task can be
achieved without using any overlay structure. In this latter case, the paths may
also form trees or meshes, but these structures are built on the fly and not
memorized. The present section reviews these different solutions.

5.1.1 Non-geographic multicast

A number of multicast protocols (DVMRP [DC90], MOSPF [Moy94], CBT
[BFC93], PIM [DEF+94]) were first proposed in the context of Internet, and
more generally IP networks. These protocols were specifically designed for wired
and infrastructured network and are not relevant in the context of wireless sen-
sor networks. The main reason is that they do not make use of the broadcast
nature of the wireless medium. Indeed, in a wireless context, the transmission
of a message from one node to any number of its neighbors can be achieved
in one single emission. This property, called the wireless multicast advantage,
implies to modify both the routing strategy and the metrics used to measure its
efficiency: summing the total number of hops (edges) does not precisely reflect
the efficiency of a wireless path, whereas counting the number of transmissions
do it better. Another important concern, which is not addressed by the afore-
mentioned protocols, is the one of minimizing the energy consumption. This
criterion is not very relevent in an infrastructured network, but it of utmost
importance in the networks where devices are self-powered, such as sensor and
actuator networks.
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A number of multicast protocols taking into account the wireless multicast
advantage have been proposed this past decade in the area of Mobile Ad hoc
Networks (or MANETs). These protocols are usually classified according to two
criteria: whether they are proactive or reactive, and whether they rely on trees
or meshes. Proactive protocols compute and maintain routing tables ahead of
time, whereas reactive (also called on-demand) protocols establish the given
route once explicitely needed, and do not maintain it afterward. The reactive
approach performs generally better than the proactive in dynamic topologies,
since maintaining proactive routing information in this context is expensive.
Regarding the shape of the routing structures, tree-based protocols build a tree
from the source to the destinations, while mesh-based approaches intentionally
add redundancy by considering additional links in order to tolerate topological
changes. Meshes are generally considered more robust than trees, but induce a
higher overhead.

Examples of tree-based schemes are AMRIS [WT99] (which proactively builds
a shared multicast tree among a set of sources and destinations), MAODV
[RP00] (which extends the well-known AODV reactive protocol by adding an
activable multicast mode on top of paths built by AODV), or ADMR [JJ01]
(which constructs an overlay multicast tree from each source to its destinations,
parts of the trees being possibly shared by different sources). Examples of mesh-
based approaches include CAMP [GLAM99] (an extension of the proactive Core
Based Trees protocol that adds redundant links) or ODMRP [LGC99] (a re-
active protocol that computes several paths among sources and destinations).
Some protocols, such as AMROUTE [XTML02], combine tree- and mesh-based
approaches. Finally, some protocols such as MCEDAR [SSB99] or the one in
[JS02] rely on a backbone structure.

While using correctly the wireless multicast advantage, these protocol focus
more on finding quick and robust multicast paths than on minimizing the energy
consumption. This is mainly due to the fact that building an energy efficient
multicast tree consumes additional time, which is critical in highly dynamical
contexts, because an energy-efficient tree may no longer exist by the time it
is computed. In near-static scenarios such as sensor and actuator networks,
however, taking the time to build an energy efficient path is relevant. The
problem of finding a minimum cost multicast tree in wired network (i.e., without
considering the wireless advantage) is known to be NP-complete, even when
every link has the same cost (this problem is similar to the Steiner tree problem,
where the weights of all edges are equal to 1 [Kar72]). In wireless network, where
the purpose is to minimize the number of retransmissions instead of the number
of hops, this problem is still NP-complete, as proven in [RGS05]. Some heuristics
have been considered, such as in [RS07]. However, as for the protocols described
before, the routing strategy considered here rely on an overlay structure that
covers the whole network. Constructing and maintaining such structure may
be very costly in message overhead and does not scale well in large networks.
When the positions of nodes are known, a better and more efficient routing can
be achieved.
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5.1.2 Geographic multicasting

The general idea behind geographic routing is to use the positions of nodes to
achieve efficient routing without requiring the construction and maintainance of
global routing structures such as trees and meshes. This comes from the obser-
vation that the very measurements of sensors do not usually have a proper mean-
ing unless associated with the corresponding geographical information. Hence,
assuming the availability of position information on sensors is not a so strong
hypothesis. Geographic unicast has been discussed in the Chapter 4 of this
book. We review in this section the protocols that extend geographic routing to
multicast scenarios. First are briefly mentioned geographical, but non-localized,
protocols, which are not optimal in the context of sensor and actuator networks.
We review then some protocols that are both geographical and localized.

One of the first non-localized geographical multicast protocol, LAM [JC98],
still makes use of broadcast messages, and is therefore not practical in large wire-
less sensor networks. Another protocol from the same authors, DDM [JC01],
combines several unicast data tables to set up multicast data forwarding. The
management of these tables requires additional overhead and makes it limited
to small multicast groups. Finally, a protocol proposed in [MYT04] uses po-
sition information to build a geographically aware multicast tree that aims at
minimizing the number of links. However, as discussed before, minimizing the
number of edges (hops) does not exploit the one-to-many nature of the wire-
less medium (wireless multicast advantage). Additionally, this protocol builds a
global overlay structure, which is costly to maintain and does not scale in large
networks.

The best advantage of geographic routing is certainly to avoid the necessity
of building and maintaining a global routing structure, while enabling the use
of localized and stateless protocols where all the information needed to route
a message is carried inside it and the selection of next relay neighbors is done
on the fly at each hop. Such routing requires that every node knows 1) its own
position using either GPS-like positioning service, or virtual coordinates (see
Chapter 4 Section 7, or [Nic04]), 2) the position of its direct neighbors (using a
beaconing scheme), and 3) the positions of the destinations (actuators) to report
to, by using a location service (topic discussed in Chapter 8). The multicast
protocols reviewed below (GMP, PBM, GMR, HGMR, and HRPM) are such
protocols.

GMP [WC06] works as follows: at every hop, the current forwarding node
builds a virtual multicast Steiner tree, rooted in itself, whose leaves are the
real destinations. This tree is obtained by merging the destinations by pair,
creating a virtual node to represent them. The process goes recursively until
no reduction is profitable. Based on this tree and on the positions of local
neighbors, the destination set is then possibly split into several groups, and
a neighbor is chosen to serve each group at the next hop. To deal with void
areas while forwarding to a subgroup of destinations, the protocol proposes to
use a normal unicast face routing (see Chapter 4 Section 5, or [BMSU99]),
where the destinations of the group are all replaced by a single point, being the
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average of their geographic locations. The main disadvantage of GMP lies in
the heuristic it uses to build the Steiner tree. Indeed, it calculates the virtual
nodes by merging only two nodes at a time, which may lead to wrong position
estimations, especially if the destinations are scattered in the network or if they
are surrounding the source node.

Another protocol, PBM [MFWL03], was not initially designed for sensor
networks. However it fulfills the criteria of localized-ness and limited network
overhead. This protocol is a generalization of the Greedy-Face-Greedy principle
(see Chapter 4 Section 5, or [BMSU99]) to multi-destination contexts. It relies
on a trade-off between individual shortest paths for each destination and overall
cost minimization, according to a chosen balance parameter λ. More precisely,
in each step, the current forwarding node evaluates each possible combination
C of next forwarding neighbors using a function f(C) = λN+(1−λ)D where N
is the ratio of selected nodes among the total number of neighbors, D is the sum
of all remaining distances from these neighbors to destinations (in proportion to
the sum of distances from the current node), and λ is a value between 0 and 1. If
the best subset of neighbors is a single node, then that node is the only relay for
all the destinations. If a combination with several nodes is selected, then each of
these nodes will further take care of a different part of the destinations. When
no advance can be provided toward one or more destinations, a variant of face
routing is used for these destinations, while greedy forwarding continues toward
the others. The main problem with this approach is determining the optimal
value for λ, as no single value is the best for all scenarios. An additional issue
in dense network or for large multicast groups (large number of destinations)
is that the algorithm evaluates all possible association combination between
destinations and neighbors (whose complexity grows exponentially with the two
factors).

GMR [SRLS07] is another adaptation of Greedy-Face-Greedy (GFG) to mul-
ticast scenarios. The high-level adaptation of GFG is similar to the one of PBM:
when a forwarding node cannot find any neighbor providing an advance toward
some of the destinations (i.e., a local optimum is reached), those destinations
are put in a list called the multicast face-list, and face routing is started for
them. If a current forwarding node, in face routing, happens to be closer than
the previous local optimum for a given destination, then this destination is re-
moved from the face-list and added to the greedy-list (greedy routing is resumed
for this destination). Note that the current node may select a same neighbor
to serve in the two modes simultaneously (for different destinations), in which
case a single message containing both information is transmitted. While similar
to PBM for the high-level strategy, GMR significantly differs concerning the
selection of the forwarding neighbors.

In order to solve the complexity problem due to evaluating all the possible
combinations, GMR consider an initial default combination, where each desti-
nation is individually served by the most convenient neighbor (i.e., the neighbor
that provides the highest advance toward it). This leads to a set of destination
subsets (or partitioning) P = {M1,M2, . . . ,M|P |}, where each subset corre-
sponds to destinations being served by the same neighbor. An example scenario
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Initial partitioning: P1 = {{d1, d2}, {d3, d4}},
with {d1, d2} to be served by n1 and {d3, d4} by n3.

Results of the merging process: P2 = {{d1, d2, d3, d4}},
with {d1, d2, d3, d4} to be server by n2.

The two subsets have been merged after
comparing cost over progress ratios of P1 and P2.

Figure 5.2: Example of routing decision by GMR

is given in Figure 5.2, where a current node c groups together the destinations
d1 and d2 (with respect to n1), and d3 and d4 (with respect to n3). Once the
initial partitioning is built, GMR optimizes it by merging the subsets, by pairs,
as long as such merge is possible and profitable. To compare several partition-
ings, the protocol evaluates them according to the concept of cost over progress
ratio (see Chapter 4 Section 3, or [KNS05] for general definitions), where cost
is the number of selected nodes, and progress is the overall reduction of remain-
ing distances to destinations (assuming the more appropriate neighbor for each
subset). In the example of Figure 5.2, GMR evaluates the initial partitioning
P1, and the partitioning resulting from the merge, P2. In this scenario, using
only n2 gives a slight distance penalty, while reducing the cost by half. As
a result, the merge is profitable and done. In more complex scenarios where
several merges are possible, GMR evaluates all of them, applies only the most
profitable, then evaluates again.

While GMR solves the main drawbacks of PBM, it still has the disadvantage
that the header of every packet contains information about each destination of
the packet. Hence, the encoding overhead in each packet is function of the
number of destinations, which become unacceptable if this number grows too
large.

HRPM [DPH08] is a recent protocol that tackles this problem by construct-
ing a hierarchy to serve the destinations. This hierarchy is achieved by geo-
graphically dividing the network into cells, where the destinations register and
unregister as they move in the network. Thanks to a sophisticated management
of these registrations (described later), the source can obtain the list of all the
cells that contain at least one destination, and then send the packet to these
cells without caring about which particular destination is inside which particu-
lar cell. Each cell then forwards the packet to the destinations inside. Actually,
a three or four level hierarchy levels can be used, but the authors showed that
this two level hierarchy is sufficient to support up to 5800 destinations (with
respect to keeping a moderate ratio of header length over data size). The main
advantage of this protocol is to guarantee that the per-packet overhead is never
more than a desired constant ω. To ensure this property, the dimensions of the
cells are determined according to ω and to the size of the multicast group. As
a consequence, each multicast group defines a particular space partitioning and
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cell management. We describe now how the cell management works.
The protocol assumes that each multicast group has a unique identifier, and

that each potential destination is aware of all the multicast groups it belongs
to. This allows all the destinations of a same group to recreate the same local
representation of the network division. Thanks to a common geographic hashing
function, the identifier of each multicast group can be mapped into a particular
location in the network, called the Rendezvous Point (RP), and into a particular
location in each cell, called the Access Point, as illustrated in Figure 5.3. For
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Figure 5.3: Geographical division of the network, as shared by all the nodes of
a same multicast group.

the sake of simplicity, we will first consider that both RP and APs are real
nodes located at the expected locations (this is actually false, but helps the
comprehension). Each time a destination moves, it reports its new location to
the AP of its cell. When the underlying cell changes, the destination unregister
from one AP, and register to the other. These memberships are reported by the
APs to the RP. When a node wants to send a packet to a given multicast group,
it first contacts the RP of this group (thanks to the group identifier and to
the geographic hashing function), which sends back the list of cells containing
at least one destination. Upon receiving this list, the sending node builds a
virtual tree exclusively composed of the corresponding APs, except for the root
(itself), and sends the data down the tree (using geographic unicast between
each parent and child in the tree). Once the message reaches an AP, another
set of geographical unicasts is used to reach the final destinations. The role of
the RP, and of each AP, is actually played by the node that is the closest to the
corresponding locations, and a special management is locally involved when one
of the closest nodes changes. Keeping the AP and RP virtual locations allows
to consider them as stationary nodes. For both unicast levels (source to APs,
and APs to destinations), the unicast protocol that is used is an adaptation of
Greedy-Face-Greedy, which slightly modifies the face routing mode to deal with
virtual destinations such as the APs or the RP (the modification comes to turn
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around and select the closest node).
HRPM has several advantages. In addition to the limited encoding overhead,

it does not require an external location service, and has a very small group
management cost (mainly due to the fact that RPs and APs are stationary
locations). However, it is sub-optimal regarding the communications. Indeed,
it uses a set of unicasts to go down the tree, which may imply at the greedy
level to send several times the same message between the same nodes, and does
not consider the wireless multicast advantage.

HGMR [KDHS08] is an adaptation of HRPM dedicated to relatively dense
and static networks (such as sensor and actuator networks). The general idea
behind HGMR is to integrate the design concepts of GMR and HRPM, that
is to provide both forwarding efficiency and scalability to large networks. As
a recall, transmission of data with HRPM goes from the source to the APs
(down a virtual tree of APs), then from each of these APs to the corresponding
destinations. GMR’s has the highest gain when the multicast member density
is large (the benefits of broadcasting is maximized), while in sparse networks,
its advantage over unicast is mitigated by its encoding overhead (because all
destinations are included in the header). Thus, for the transmission from the
source to the APs, whose density is expected to be low, HGMR still uses unicast.
But within each cell, where destinations are potentially closer from each other,
it uses GMR’s cost over progress ratio multicast algorithm to select the next
relay nodes at each hop. If the number of destinations inside a cell is too large
to include all of them in the header, then the geographical decomposition can
be adjusted consequently. Hence, the use of GMR within each cell instead
of HRPM’s unicast-based forwarding strategy helps to reduce the number of
transmissions. Another drawback of HRPM was that the hash function could
result in the RP being very far from the source. For this reason, HGMR uses
a hash function that generates positions within a square in the center of the
whole region, which limits the worst cases.

5.2 Geocasting with guaranteed delivery

In a geocasting task, one source node sends a message to all the nodes located in
a given geographic region, as illustrated in Figure 5.4. In the context of sensor
and actuator networks, this operation is usually applied from an actuator node
to all the sensor located in a region of particular sensing interest, this region
having possibly different shapes (circular, oval, rectangular, etc.). This message
could carry for example a request for immediate data from any sensor in the
region, or inform the sensors about a new location to regularly report to, or give
any other instruction that relates to the given region. Geocasting could be used
for example to monitor the pollution at given locations around a factory (e.g.
near the river), or successively requesting the sensors along a moving object
trajectory (e.g. tracking the progression of an animal in a forest). Note that
geocasting in these cases represent only the request leg, and does not concern
the way the data are reported in the reverse direction.
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Figure 5.4: Example of geocasting

As for the other routing principles (e.g. broadcasting, multicasting, or any-
casting), a geocasting task can be greatly improved by preliminary putting in
sleep mode all the sensor nodes that are not useful to the task, i.e., not used
to connect the target region, nor to cover it. Such preliminary steps have been
discussed in Chapter 3. We present below a review of geocasting protocols that
are applicable to wireless sensor and actuator networks. These protocols gen-
erally assume that nodes know their own positions and the positions of their
neighbors.

5.2.1 Geocasting without guaranteeing delivery

For most of the protocols, the task of geocasting consists in two major stages:
the first is to reach one node in the targeted geographic region, and the second to
inform the other nodes in the region, starting from this node. A simple solution
is to route the message from the source to any node in the region using a greedy
geographic protocol, and then to use blind flooding (each node inside the region
retransmits exactly once) to reach the other nodes, as illustrated Figure 5.5.

N

S

Figure 5.5: Geocasting seen as the combination of unicasting and flooding

Several localized protocols were proposed on this basis (a review of them is
available in [Sto06]). Regarding the first stage, all these algorithms are based
on a greedy advance, which is restricted to a virtual area delimitation between
the source (or current node) and the target region, as illustrated by dashed
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Figure 5.6: Disconnected geocasting region is an obstacle to guarantee the de-
livery

lines in Figure 5.6. Examples of such restricted area include the space between
tangents from the current node to the target region boundaries (limit 1 ), the
rectangle containing the source and the target region (limit 2 ), or simply the
area offering any physical progression to the target (limit 3 ). These methods
inherently do not guarantee the delivery to the region when no route exist within
the restricted area. For example, if the dotted nodes in Figure 5.6 were absent
from the topology, then no route would be found despite the fact that there exist
another one going round above. This problem can be solved by using the Greedy-
Face-Greedy (GFG) principle to reach the region (see Chapter 4, Section 5, or
[BMSU99]). A simple geocasting protocol, proposed in [SRL99], makes use of
GFG to route toward the region, and once inside, performed a flooding within
the region. While this algorithm guarantees the delivery to at least one node in
the region (under the assumption of an ideal MAC layer), it does not guarantee
that all the nodes inside the region will get the message (second stage). Indeed,
as shown in Figure 5.6, the sensors that cover a given geocast region may not
necessarily be connected inside it, even if the coverage is complete (due to
possibly different sensing and communication radii, or obstacles). They can be
connected by nodes outside the region, though. The next paragraphs review
three geocasting solutions that guarantee the delivery to all the nodes inside
the region (provided they are indirectly connected to the source).

5.2.2 Geocasting based on traversing faces that intersect
boundary

We call internal (resp. external) border node a node that is inside (resp. outside)
the region and has at least one neighbor outside (resp. inside) the region in the
considered planar subgraph. In [SH04] an algorithm was proposed that uses the
GFG algorithm to forward the packet toward the region, and then activates a
perimeter mechanism to guarantee delivery to all nodes inside the region. How-
ever, as shown in [Sto06], this mechanism does not actually guarantee delivery,
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Figure 5.7: Traversing faces that intersect boundaries

although very similar to the following algorithm, that does.
During the first stage, the source node sends the message toward geocasting

region using GFG, which guarantees that the region is reached if connected to
the source. Once at the region, three different behaviors are defined for nodes
upon reception, depending on which node receives and which node sends.

1. If the receptor node is inside the region, then it retransmits the message
in a broadcast fashion. This is done only the first time it receives this
message (further copies are ignored). If this node is an internal border
node, then it includes in the message an instruction for its external border
neighbors, asking them to initiate right-hand face traversals (see case 2
below).

2. If the receptor node is an external border node that receives the message
from one of its internal border neighbors, then it initiates a right-hand face
traversal to explore the external continuation of each edge that is shared
with an internal border neighbors. Further messages coming from any of
its internal border neighbors are then ignored.

3. Contrarily to the protocol in [SH04], if the receptor is an external border
node and the emitter is a node being outside the region, then it does not
ignore the message (even if it has already performed the step in case 2),
and forwards the message along the same face as received. This latter step
is necessary to guarantee the delivery in some particular cases.

All these operations are illustrated by the scenario in Figure 5.7. To start,
source node S uses GFG to reach the region, which is done at N . According to
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case 1, N initiates a flooding inside the region, and node M initiates a right-
hand face traversal along the external continuation of edge NM (note that in
the particular case where the external node get the message before the internal
node, it is not necessary to wait for an instruction in order to start the face
traversals). This face traversal reaches I, which ignores the message because
already received it from the inside. Meanwhile, node K initiates the right-hand
face traversal continuing IK. This traversal travels around the region (via node
H) until coming back at J . Node O initiates a face traversal continuing the
edge JO, which closes the loop at N . In the meantime, the first flooding from
N has reached node W , which gave an instruction to A to start a face traversal
continuing WA. This traversal ends up at node C (which retransmits). Node B
starts the face traversal with respect to CB, reaching F (which ignores if already
received from C, retransmits otherwise). Finally E starts a face traversal going
back to A. At this point, the algorithm from [SH04] would terminate. Case 3
is applied by A to continue the face traversal and reach node D. A last face
traversal closes the loop at W , which ignores the message. In some cases,
guaranteeing the delivery implies to visit the whole network. This would have
been the case if the dotted round edge between H and G did not map to a
real set of connected nodes. Then, the face traversal would have turned around
the other side of the network (the reader can imagine the face traversal turning
around node H, reaching back M , then passing by the source S, reaching back
M again, then traveling until G, turning around it, and finally reaching J).

5.2.3 Geocasting based on depth-first search traversal of
face tree

Another geocasting algorithm that guarantees delivery to all the nodes in the
region was proposed in [BMSU01]. Similarly to the previous protocol, it does
not require any memory to be left at nodes, and needs only to carry some small
amount of information with the messages. The protocol consists in applying
GFG to route toward a node inside the region, and then to explore all the faces
being located inside, or intersecting the region. This exploration, detailed later,
is based on the fact that the set of edges that compose any face can be totally
ordered by the edges’ relative positions to a given reference point in the plane.
Based on this ordering relation, faces can be associated with one another to
form a face tree whose root is the face containing the reference point. Then, the
region can be entirely visited by performing a depth-first search among this tree
of faces. The whole process must be applied on a planar subset of the network
(e.g. the Gabriel Graph, see Chapter 4 Section 5).

Given a face f and a point p located outside of the face, the set of edges of
f can be totally ordered according to their distance to p (actually the distance
of the closest point to p in the edge). In case of ties, this total order can be
turned strict by considering additional comparison keys based on geometrical
properties. Based on the ordering, each face (except the one containing p) can
be associated with one of its own edge, called entry(f, p), being the closest to
p. Now, if we consider that each entry edge is on the boundary of two different
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Figure 5.8: Face tree traversal

faces, then these edges define a hierarchy of faces (and thereby an implicit tree
of faces) such that for each face f but the one containing p, parent(f, p) is the
face f ′ 6= f having entry(f, p) among its edges.

The algorithm works as follows: once the region is reached at one node N
by the GFG protocol, this node selects a nearby geographical point p located
inside any adjacent faces (which by definition are in the region, or intersect it).
This face becomes the root of the face tree. The face tree is then constructed
during the geocasting operation, it is in fact the geocasting operation. Starting
from the face containing p, at N , the algorithm will visit the entire face, but,
before passing each edge, it checks if this edge is an entry edge for the opposite
face (the method for this checking is discussed in the next paragraph). If this
is the case, then the current face traversal is interrupted in order to visit the
child face. This process goes recursively until no child face is found, at which
point the traversal of the parent face resumes (at the other endpoint of the
entry edge). In order to limit the visit to the geocasting region, entry edges
are defined only for faces that are located in the region, or intersect it. The
algorithm is illustrated on Figure 5.8. In this figure, the thick path arriving at
N from the outside stands for the first routing stage (e.g. Greedy-Face-Greedy
protocol), the continuous dashed line corresponds to the depth-first traversal of
the face tree through the whole region, starting at N , and ending at N . The
faces are numbered in the sequencial order of their visit. Finally, entry edges
are represented by dashed black edges, while the corresponding parent/child
relations are coded by gray dotted arrows.

Since the algorithm visits all the faces of the face tree (which is composed of
all the faces intersecting the region, or being inside), it must necessarily visit all
the nodes in these faces, and consequently all the nodes in the region. However,
the algorithm suffers a hidden cost: in order to know whether a given edge is
an entry edge for the opposite face, that face must be visited. This gives the
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algorithm a considerable message overhead. One possibility to mitigate this
problem would be to determine entry edges only once for all the network, at
the starting time, and memorize them on their endpoint nodes (assuming no
topological changes afterwards). This implies that a common reference point p
is agreed at the deploying time, and that the algorithm is modified to deal with
geocasting regions that possibly do not contain p. Let us assume a first step
where the message is routed from the geocasting source to any node inside the
region (if the source is not already inside it); let s′ be this node. If p is inside the
region, then geocasting may proceed by backtracking from s′ to p using parent
links, and then running the normal depth-first search algorithm from p. If p is
outside the region, then the algorithm can backtrack from s′ toward p, but stop
as soon as a node outside the region is reached, say p′. From p′, a face traversal
is made along the edges outside the region, which corresponds in Figure 5.8 to
the external parts of the dashed ride. Along this perimeter, each entry edge
(they are known) begins a separate depth-first search traversal, which together
visit every face in the region.

As with the original version, this algorithm works only if the geocasting
region is convex. Assume for example a crescent ’C’ shape with p located near
one of the two ends of the shape. The faces at the other end may have parent
faces that are outside the region, and thereby may not be visited. This problem
could be solved by a similar perimeter traversal, where all entry edges will be
detected and induce a separate depth-first search.

Another general optimization for this algorithm could be to work on a well
chosen subset of the nodes, namely a connected dominating set (or CDS for
short, see Chapter 2 for details). More precisely, we could first find a CDS
among the nodes in the region, and then reduce the face tree traversal to these
nodes only. By definition, every non-CDS node is at a distance 1 from a CDS
node. As a consequence, it is sufficient that only the CDS nodes retransmit
in order to reach all the nodes. A face traversal scheme based on connected
dominating sets was proposed in [DSW02] to optimize the face mode of GFG.
However, such optimization has never been proposed in the context of geocasting
and face tree traversal. For illustration purposes, Figure 5.9 shows the same
topological scenario depicted on 5.8, with the only difference that face tree
traversal is performed on a CDS of the nodes inside the region. Here, the face
tree is composed of two faces only: the root, containing p, and one child face.
The light gray color depicts non-CDS nodes (and their edges), while normal
colors depict the CDS nodes (and the edges between them).

5.2.4 Geocasting based on multicasting to the region en-
trance points

Another strategy to guarantee the delivery was proposed in [Sto04] and is based
on the concept of entrance points. An entrance point (also called external border
node in the previous subsection) is a node which is located outside the target
region but has at least one of its neighbors inside it. The strategy consists in
reducing the geocasting problem to the problem of reaching every such entrance
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Figure 5.9: CDS-based face tree traversal

point, from which intelligent flooding can be initiated to reach the connected
nodes inside the region.

Let R be the transmission radius, assumed identical for every node. It can
be observed that any entrance point is necessarily (by definition) at a distance
≤ R from the region border. It is then possible to reach all entrance points by
using geographic multicasting to well chosen areas around the region. These
locations, called entrance zones, must be determined such that:

1. any entrance point necessarily belongs to an entrance zone, which implies
that the union of all entrance zones must surround the region with a width
larger than R.

2. if a node inside any zone retransmits a message, then any other node
inside the same zone must receive it. This property ensures the possibility
to reach all potential entry points in a zone from any of the nodes in it.
The associated requirement is that entrance zones must have a diameter
smaller than R.

As illustrated on Figure 5.10, these two constraints cannot be respected to-
gether if a single layer of zones is considered (both measures in Fig. 5.10(a) are
incompatible). The exact construction of entrance zones to satisfy these criteria
actually depends on the shape of the geocasting region. If the geocasting region
is a rectangle, for example, then the entrance zones may be composed of two
layers of squares of length R/2, or better, composed of rectangles where one
dimension (the one perpendicular to the region) is R/2 and the other dimension
is as large as possible, provided the zone’s diameter does not exceed R (as illus-
trated in Fig. 5.10(b)). Another example that considers a circular geocasting
region is provided in [Sto06].

Once all entrance zones are determined by the source, a geographical mul-
ticast task is initiated from the source toward the ’centers’ of all zones using a
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Figure 5.10: Layering of the entrance zones

protocol such as GMR (see Section 5.1). Note that what is called ’center’ here
can actually be any point inside the zone. Once the multicast is started, the
routing paths can split to serve the destinations optimally. For each destina-
tion, the process stops when any node inside the corresponding zone is reached,
or if a loop in recovery mode is observed (which means the destination zone is
empty or disconnected from the rest of the network). In the case where a node
is reached, then this node retransmits once in order to reach all the potential
entry points located in the same zone, and then these points, if any, initiate an
intelligent flooding within the target region.

Some ideas of optimizations for this protocol are proposed in [Sto04]. For
example, several nodes on a path can collectively conclude that a zone (or a set
of zones) is empty, and thereby prevent full loops in recovery mode. Another
possible optimization is to force nodes to wait for a while between reception and
retransmission, during the multicast task, in order to merge potential routing
assignment received by different neighbors. Also, the fact that several flooding
operations of the region can be triggered by different entrance zones at different
times, requires to adjust timeouts and traffic memorization to somewhat larger
values than in regular flooding tasks, in order to ensure that an already received
message will be recognized and not retransmitted. Note that this time delay
may be important due to the possible use of recovery mode by the multicast
protocol.

The main problem of this protocol is obviously the overhead induced by
empty zones. Indeed, if we do not consider the optimizations discussed above,
then each empty zone may trigger a possibly large face traversal within the
network, and even if part of the loops can be avoided, the protocol is still
expected to incur large communication overhead in sparse networks. In dense
networks, however, this protocol is expected to perform well. Moreover, it
has the interesting property of being based on two existing schemes (multicast,
and flooding), which may reduce the overall memory consumption of routing
software on the sensors, if a real world deployment in considered.

In [KAS08], the authors assume scenarios where the geocasting region is
always the same. Based on this assumption, entrance points to the region can
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be durably elected (one real node elected to serve each connected component
inside the region). The election results are reported to a location server. When a
node wants to geocast to the region, it requests the location server, which sends
back information about the closest entrance point from the source. Unicast is
performed to this closest entrance point, which in turn reaches the others. Every
entrance point floods its assigned connected component inside the region.

5.3 Rate-based Multicasting

Rate-based multicast, or multiratecasting, is a generalization of multicasting in
which the data sent from a source to the destinations is possibly sent at a dif-
ferent rate for each destination. Let us consider the example of backup base
stations in which the sensed data is stored for further analyzes. To ensure fault
tolerance, several base stations can be deployed hierarchically, each one col-
lecting the data at a different rate (the highest rate for the primary, a slightly
inferior rate for the secondary, and so on). If the primary base station fails, then
the secondary base station takes over, and a specific protocol is run to shift the
rate requirements among base stations (from the n-ary to the n+ 1-ary) and to
inform the nodes about this change. Finally, the normal report mechanism can
be resumed. Other examples may include overlapping sensing area, where the
actuators collect data from sensors at a rate inversely proportional to their rela-
tive distance. Obviously, these protocols do not generate optimal multiratecast
routing paths (which is an NP-complete problem, as generalizing the optimal
multicast tree problem in wireless networks, proven NP-complete in [RGS05]).

The problem of rate-based multicast is very recent. A rate-adaptive multi-
cast protocol has been proposed for mobile ad hoc networks in [NAX06]. This
protocol adapts the rate of communication to the quality of the links in order
to reduce the overall networking consumption. However, it does not consider
the rate as a required parameter, and is therefore not relevant for the prob-
lem we are considering. To the best of our knowledge, the only work (prior
to [LCG+09]) that tackled this problem is in [SPD04]. This protocol builds a
rate-aware multicast tree by flooding Explore messages from the source to the
destinations. Once reached, the destinations send back Ack messages containing
their required rates, which build the multicast path on their way back to the
source. Some localized techniques are used during this process to optimize the
tree. However, the very fact that the protocol use broadcast and build a global
overlay structure makes it costly and vulnerable to topological changes, thus not
well-adapted to the context of sensor and actuator networks. Article [SPD04]
tackled the multiple rate problem, but proposed a non-localized protocol that
requires a global tree structure to be built. Additionally, the construction of
the tree is guided by independent costs for edges, which does not consider the
wireless advantage nor take into account the rate for the calculation of a path
cost.
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Figure 5.11: Multiratecast to four destinations d1, d2, d3, and d4. Numbers inside circles

indicate the rate at which the corresponding node retransmits.

5.3.1 Rate-based metric

As discussed in [LCG+09], the hop count and retransmission number metrics
do not reflect the real efficiency of a path in a multiple rate context, as the
transmission rate can differ from one relay node to another. This idea is illus-
trated on Figure 5.3.1, where two different paths are proposed to serve a given
set of destinations (with given rate requirements). Here the shorter path is the
most expensive if we consider the number of messages to be effectively sent,
that is the cumulative rate of retransmissions. Therefore, in order to measure
this efficiency, the better choice is to use the sum of the (output) rates at each
relay node, which is directly proportional to the number of messages to be sent.
More formally, for a given set of relay nodes R = {r1, r2, ...r|R|} composing a
multicast path, the overall path cost is defined as

∑|R|
i=1 rate(ri).

5.3.2 Geographical rate-based multicast

[LCG+09] proposed two localized geographical multiratecast protocols: Maxi-
mum Rate Multicast (MRM) and Optimal Rate Cost Multicast (ORCM). These
two protocols are similar to PBM and GMR (described in Section 1 of this
chapter) in the sense where they both extend the Greedy Face Greedy principle
([BMSU99], or Chapter 4 Section 5) to the multicast context, and take into
account the wireless multicast advantage. The major difference is that they
consider the different rates while making decisions, and aim at minimizing the
rate-based metric described in the previous paragraph. Regarding assumptions,
the protocols assume an ideal MAC layer without loss and that each node is in-
dividually capable of forwarding data at the maximum rate among destinations.
The routing choices are solely made by looking at local neighbor positions with
respect to destination positions, there is no routing table nor global overlay
structure needed to be built. Finally, the network topology can change be-
tween two consecutive routing tasks without other cost than updating the new
positions of destinations or the sources, if changed.

Both protocols differ only on their greedy mode. The greedy mode is as
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Figure 5.12: Example scenario for MRM

follows: at each hop, a set of next forwarding nodes is selected by the cur-
rent node. Each of these nodes is given the responsibility of one or part of the
destinations, and will repeat the same selection afterward, until the destina-
tions are reached. The only difference between the two proposed protocols lies
in their method to select the right neighbors at each hop. The first protocol,
MRM, chooses them linearly by prioritizing the more demanding destinations,
while the second, ORCM, evaluates different possible routing choices by com-
bining distance progression and rate considerations, thereby implementing the
more general concept of best cost over progress ratio ([KNS05], or Chapter 4
Section 3).

Note that in order to apply such routing, message headers must include, in
addition to their positions, the required rate of the destinations.

Maximum Rate Multicast protocol (MRM)

The basic idea behind MRM is to give priority to destinations that have the
highest required rate. More precisely, at each hop, current node considers the
destination that has the highest rate requirement, and determines what neighbor
provides the most advance toward it. This neighbor is selected, and all the
destinations for which it provides any progression are assigned to it. Then the
process is repeated for the remaining destinations, until all of them are assigned.
Finally, the message is sent. This process is illustrated on a simple scenario in
Figure 5.12.

Optimal Rate Cost Multicast protocol (ORCM)

Following the example of PBM and GMR (both discussed Section 5.1.2 above),
the idea behind ORCM is to evaluate different routing choices and then se-
lect the best ranked. In order to maintain a moderate calculation complexity,
ORCM adapts its strategy to the number of destinations. If this number is
under a given threshold, then it applies the same strategy as PBM by gener-
ating and evaluating all possible combinations (i.e., all possible arrangements
of destination subsets, or partitioning, such that the destinations of each subset
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are assigned to a same neighbor). If the number of destinations is above the
threshold, then it applies the strategy of GMR, which consists in computing
an initial default partitioning (where destinations are grouped according to the
most appropriate neighbor to serve them), and then to iterate a merge process
to optimize it. The choice for the threshold value basically depends on the ex-
pected computational power of the nodes (a threshold of 6 was considered in
[LCG+09]).

c

n1

n2

d1(r1)

d2(r2)

d3(r3)

d4(r4)

Figure 5.13: Example scenario for ORCM

Let us consider the simple scenario given in Figure 5.13, where the current
node c wants to select the next forwarding nodes toward d1, d2, d3, and d4 (each
having possibly a different rate requirement), and has the choice between using
only n1, only n2, or both for different destinations. We illustrate here the two
high-level strategies, depending on whether the number of destinations (4) is
under, or above the threshold.

Strategy 1: evaluation of all set partitions. There is 14 possible ways of
partitioning the destinations:

P1 = {{d1, d2, d3, d4}} P6 = {{d1, d2}, {d3, d4}} P11 = {{d2}, {d3}, {d1, d4}}
P2 = {{d1}, {d2, d3, d4}} P7 = {{d1, d3}, {d2, d4}} P12 = {{d2}, {d4}, {d1, d3}}
P3 = {{d2}, {d1, d3, d4}} P8 = {{d1, d4}, {d2, d3}} P13 = {{d3}, {d4}, {d1, d2}}
P4 = {{d3}, {d1, d2, d4}} P9 = {{d1}, {d2}, {d3, d4}} P14 = {{d1}, {d2}, {d3}, {d4}}
P5 = {{d4}, {d1, d2, d3}} P10 = {{d1}, {d3}, {d2, d4}}

Since there are only two neighbors considered here, the partitions from P9 to
P14 do not make sense and can be discarded. ORCM will then evaluate every
partitioning from P1 to P8, and select the best ranked. Based on this best par-
titioning, each subset will be assigned to a given neighbor (the one minimizing
the sum of remaining distances toward the corresponding destinations).

Strategy 2: initial partitioning and merge process. As with GMR, an ini-
tial partitioning is generated, where each subset represents the destinations for
which the best neighbor is the same, which leads to P ′ = {{d1, d2}, {d3, d4}},
where n1 serves {d1, d2} and n2 serves {d3, d4}. Then the merge process leads
to P ′′ = {{d1, d2, d3, d4}}, because it has a better evaluation that P ′. All the
destinations are then assigned to a same neighbor (the one minimizing the sum
of remaining distances toward these destinations).
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For the evaluation of a given partitioning, ORCM implements, as GMR,
the the concept of cost over progress ratio. However, here, the ratio formula is
elaborated with the aim of minimizing the new rate-based metric. Three possible
methods were proposed in [LCG+09] to calculate the cost over progress ratio of
a given partitioning, but one of them always outperformed the two others, we
thus limit the presentation to this one. In order to simplify the formula, the
following notations can be introduced:

- given a set of destinations D = {d1, d2, . . . , d|D|}, the notation rate(D) =
max(rate(d) : d ∈ D), refers to the highest rate among these destinations.

- given a current node c, one of its neighbors n, and a destination d, the
notation progress(c, n, d) = dist(c, d) − dist(n, d), stands for the progression
that n offers from c to d.

- given a current node c, one of its neighbors n, and a set of destinations D =
{d1, d2, . . . , d|D|}, the notation progress(c, n,D) =

∑|D|
i=1 progress(c, n, di), rep-

resents the cumulative progress that n offers from c toward these destinations.
- finally, N(c) stands for the set of neighbors of a node c.
The cost over progress ratio of a given partitioning P = {M1,M2, ...,M|P |},

where each Mi is one of the subsets, is defined as the sum of all subset rates,
divided by the sum of all maximum subset distance progress. The intuitive
idea behind this method is to choose, for each individual subset, the forwarding
neighbor that will best profit the whole destination set:

ratio(P ) =
∑|P |

i=1
rate(Mi)∑|P |

i=1
max(progress(c,n,Mi):n∈N(c))

Note that if max(progress(c, n,Mi : n ∈ N(c)) is negative for any of the
subsets, then the corresponding partitioning is discarded.

In terms of the new rate-based metric, simulations showed a slight advantage
for ORCM over MRM when a small number of destinations are considered (i.e.,
when ORCM evaluates all possible combinations), and a stronger advantage for
MRM otherwise. MRM has also the advantage of a very lower computational
cost, even when ORCM does not consider all the destination set partitions.
Regarding the absolute efficiency of these protocols, simulations have been run
to compare them with a sum of unicast, and shown an important overall cost
advantage for them. Note that as the variance of rate distribution increases, the
sum of unicast becomes more efficient than a non-rate-based multicast (which
sends the message to all the nodes at the highest rate). An interesting question
could be how these protocols behave comparatively to the optimal solution.
Answering this question requires now to design good approximation algorithms
for this NP-complete problem.

5.4 Anycasting with guaranteed delivery

In the anycasting problem, a source node wants to send a message to any node
that belongs to a given set of destinations. In the context of IP networks, this
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problem was first formulated in the RFC 1546 as follows: “the host transmits a
datagram to an anycast address and the Internetwork is responsible for provid-
ing best-effort delivery of the datagram to at least one, and preferably only one”
(this was later reformulated in RFC 2373, in the context of IPv6). However,
a number of articles refer to the anycasting problem while solving a different
problem. For example, in [CDC+04] and [JK07], the term ’anycasting’ corre-
sponds to the first stage of some geocasting protocols (see Section 2), which
consists in reaching any node inside a given geographical region.

In the present section, we consider that anycasting typically occurs when a
sensor wants to report its data to an actuator, but does not care about which one
of them will effectively receive the report. Such protocol should try to reach the
actuator being the closest to the reported event in order to minimize the energy
consumption induced by the report. Finally, actuators must be considered by
the protocol as possibly scattered all over the network.

While a number of anycasting protocols were designed for wired networks
[WHH07], only a few have been designed for wireless networks, and most of them
are adaptations of an anycast routing for wired networks [ABS03], which rely
on flooding techniques. Among other anycasting protocols for wireless sensor
networks, in [HBJ05], a shortest path anycast tree rooted at each source is
constructed for each event source. Sinks are the only leaves of the tree and can
dynamically join/leave the tree, which is updated accordingly. Data is delivered
to the nearest sink on the tree. The algorithm thus simultaneously maintains
paths to all sinks, and requires memorization of routing steps. Algorithms
that rely on flooding turn very costly in large networks, and those relying on
global structures, such as trees, are very costly to build and maintain as the
network becomes larger or dynamic. For these reasons, localized and position-
based (geographic) protocols are preferred in the context of sensor and actuator
networks, although they require that the positions of actuators are known by
the sensor nodes.

Let us introduce a few notations here. They will be used in the following
paragraphs. Given two nodes u and v, we denote by |uv| the distance between
them. Given a distance d, we denote by power(d) the amount of energy required
to transfer a message over this distance. This power is roughly proportional to
dα + c, where α represents the signal strength attenuation factor and c is a
constant factor representing the minimal energy consumption induced by the
transfer (see Chapter 1 for more details on energy models). Finally, given a
sensor node s, we denote by A(s) the actuator that is the closest to s.

The first position-based anycasting protocol was proposed in [MPA05]. This
protocol attempts to minimize the energy consumption as follows. In the startup
phase, each sensor node s selects one of its neighbor to act as its next hop toward
an actuator. This selection is done by choosing the neighbor n that minimizes
power(|sn|) + power(|nA(n)|). Despite the claim of the authors, this localized
anycasting algorithm does not really optimize the power consumption because
the neighbor selection is based on very long edges |nA(n)|, which are not power
optimal. Further, the protocol does not guarantee the delivery in presence of
void areas.
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In [MSS08], three localized and position-based protocols were proposed.
These protocols are three different adaptations of the Greedy-Face-Greedy (GFG)
principle to the context of anycasting, and consequently guarantee the delivery
to the destination (i.e., to any actuator). The first protocol, GFGA, attempts to
minimize the number of hops, while the second, COPA, and the third, EEGDA,
focus on minimizing the energy consumption. The next paragraph briefly de-
scribes the three selection methods.

1. GFGA selects the neighbor n for which |nA(n)| is minimized (|sA(s)| −
|nA(n)| is maximized), in other words it selects the neighbor that provides
the highest advance toward any actuator. Note that in this formula A(s)
and A(n) can be different, which reflects the key concept of anycasting.

2. COPA relies on the cost over progress ratio ([KNS05], or Chapter 4 Sec-
tion 3), where cost is the estimated energy consumption for the next hop,
and progress is the distance progression toward any actuator. More pre-
cisely, for a sensor s, the neighbor n minimizing power(|sn|)

|sA(s)|−|nA(n)| is chosen
(two more sophisticated variants are also proposed, but have very similar
performance).

3. EEGA is an enhancement of COPA that is inspired from the protocol
EtE [EMS08]. The solution is more energy-efficient than COPA but has a
higher computing complexity. The idea behind it is that once a neighbor
n is selected as next hop (according to any energy-related cost formula),
it may be sometimes more energy-efficient to use one or several additional
neighbors to reach n (especially if the signal strength attenuation factor
α is high). This is done by calculating the Energy-weighted Shortest Path
(ESP) from the current node to each neighbor (which can be done lo-
cally since nodes are aware of the positions of their neighbors), and then
forwarding the message to the first node on the ESP to n.

Regarding the anycasting aspects, the essence of all these solutions is that the
destination can be changed during the routing process, to select another actuator
if desirable. Such scenario is illustrated on Figure 5.14, where a sensor node S
wants to initiate a report. According to the relative distances of actuators, S
selects A1 as destination, and starts greedy advance toward it. Once at B,
there is no neighbor closer to any actuator than B to A1. The protocol thus
switches to recovery mode (here a right-hand face traversal is started). If the
unicast version of GFG were used here, the recovery mode would continue until
reaching node D, from which greedy advance would be resumed toward A1. Here
however, node C notices that actuator A2 is closer to itself than A1 was to B.
A2 is thus chosen as the new destination, and greedy mode is resumed toward
it. Finally, upon receiving the message, node E performs a last modification
without breaking the greedy procedure, by switching the destination to A3, now
closer than A2.
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Figure 5.14: Geographic anycasting based on an adaptation of GFG.
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